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What questions should you ask a vendor to find out 
if they provide meaningful AI?

Cybersecurity vendors today purport to help security professionals 

detect malicious activity inside their networks. But upon closer 

inspection, these vendors might be drawing your attention to areas 

that are unnecessary and wasteful.

What should a security professional look for in a security product with machine learning 

and AI? Here are a few very useful questions to ask:

Does a security product use machine learning and AI to detect, cluster, 

classify and make predictions that would not have been possible by 

humans alone?

Do the machine learning and AI in a security product make predictions and 

classifications that actually reduce human intervention and analysis?

Read the case study

Proper evaluation and validation is required by potential 
customers. But in general, these criteria will only be 
achieved if the machine learning and AI that goes into a 
product are built for the problems at hand.
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“With Vectra, what used to take months 
now takes minutes. There’s no need to 
sort through massive volumes of logs and 
chase down every single alert.”

Information security architect
Beauty industry retailer

https://content.vectra.ai/rs/748-MCE-447/images/CaseStudy_BeautyIndustryRetailer.pdf
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Does a security product use machine learning and AI to detect, cluster, classify and 
make predictions that would not have been possible by humans alone?

Identify the fundamental traits 
that threats have in common.

Identify what is normal and 
abnormal in the local network.

Connect events to reveal the larger 
attack narratives. 

What is needed is a rich AI toolkit that combines supervised and unsupervised machine 
learning models with deep learning technology. This provides broader coverage, 
detection speed, and security that goes beyond human capacity.
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Do the machine learning and AI in a security product make predictions and 
classifications that actually reduce human intervention and analysis?

The goal is to go from noise to focusing on the alerts that reveal the real threats.

If a security product fails to work properly, sorting through volumes of irrelevant and 
non-malicious events will draw a security professional’s attention away from critical 
in-progress threats.

2

Detect: Hundreds to thousands of events and network
traits condensed to a single detection

Report: Analysts need enough information to make
decisions and recommendations for next steps

Triage: Detections automatically correlated to
pinpoint physical hosts at the center of an attack

Integrates with enforcement
and incident response platforms

• SIEM
• Incident response

• Firewall
• Endpoint
• NAC

SOC



SECURITY THAT THINKS

EDUCATION GUIDE : Meaningful AI for security

5

Clarifying Question 1

Does your security product try to solve all problems with a single, 

monolithic algorithm or approach? This usually results in too many 

detections deemed worthy of further scrutiny and is unlikely to 

provide context or information as to why that activity was flagged in 

the first place. 

Example: If a security product only performs anomaly 
detection with unsupervised machine learning, it will flag 
anything outside the realm of normal activity as being 
malicious. Maybe a connection was made on a port that 
hasn’t been observed frequently or maybe a user logged  
in at an irregular hour.

Are either of these detections necessarily malicious? No. 

Will your time be wasted if your security product believes that anything anomalous is 

malicious? Most definitely.

“Vectra is very quick to see what you need to 
deal with first. The user interface captures 
all alerts and shows you which ones are 
critical. Vectra picks up a lot of traffic going 
across the network, scores everything and 
puts it into different categories. I know 
exactly which ones need dealing with first.”

Kevin Orritt
ICT Security Manager
Greater Manchester Mental 
Health NHS Foundation Trust

Read the case study

https://content.vectra.ai/rs/748-MCE-447/images/CaseStudy_GMMH.pdf
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Clarifying Question 2

Here’s another question: Is a security product built by a team with 

the expertise and understanding of the algorithms they use and 

knowledge about the types of problems for which those algorithms 

are best suited? 

Example: If the detection type relies on inputs that 
are inherently temporal or sequential – such as when a 
detection of malicious activity might rely on something that 
occurred many steps in the past – are they using Bayesian 
methods that don’t depend on the temporal history?

If a security product uses deep learning methods like recurrent neural networks (RNNs) and 

long short-term memory (LSTM), does the vendor have the expertise to know how and when to 

run these models properly?

In the former case, a security product will fail to recognize and detect certain types of activity. 

And in the latter, the power of techniques like deep learning algorithms can be lost on a team 

without the experience to understand them.

“With Vectra we can stop threats 
before they cause damage. When 
Vectra detects a threat, we’re able 
to identify where it is and determine 
how to best respond quickly.”

David Whelan
Group IT Director
The Ardagh Group

Read the case study

https://content.vectra.ai/rs/748-MCE-447/images/CaseStudy-ArdaghGroup.pdf
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“The escalating sophistication of threats requires organizations to use 
multiple sources of data for threat detection and response. Network-
based technologies enable technical professionals to obtain quick 
threat visibility across an entire environment without using agents.”

Gartner research report “Applying Network-Centric Approaches for Threat Detection and Response” 

published March 18, 2019 (ID: G00373460), Augusto Barros, Anton Chuvakin, and Anna Belak  

7/20/2020 Market Guide for Network Detection and Response

Download the report

https://www.vectra.ai/download/gartner-market-guide-for-ndr-2020?utm_source=ndrebook&utm_medium=content
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The benefit of meaningful AI from Vectra®

Time is the most important factor in detecting network breaches. To protect 

key assets from being stolen or damaged, cyberattackers must be detected in 

real time.

Done right, AI-powered security solutions can operate 24/7 and automate 

much of the work of a Tier-1 analyst, allowing for fewer and lower-cost SOC 

personnel while significantly cutting the time to detect and remediate threats. 

Automated cyberattack detection is central to Vectra. Our approach is based on 

applying the most authoritative source of data – traffic from cloud, data center, 

IoT, and enterprise networks.

Using behavioral detection algorithms to analyze metadata from captured 

packets, Vectra reveals hidden and unknown attackers in real time, whether 

traffic is encrypted or not. 

By providing real-time attack visibility and non-stop automated threat hunting 

that’s powered by always-learning behavioral models, Vectra enables SOCs to 

cut cybercriminal dwell times and speed-up response times.

Read the white paper

Leveraging Vectra AI to automate network detection 
and response reduces the time spent on threat 
investigations by up to 90% so SOC teams can 
focus on data loss prevention and mitigation.

90%
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https://content.vectra.ai/rs/748-MCE-447/images/WhitePaper_AugmentSOCwithAI.pdf

